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Machine Learning: Jordan Boyd-Gral



States

| 3) Goal State
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Scenario: Escape!

100 Ij,. Goal State
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Rewards

100 :@ Goal State
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Reward Matrix

Action
State 0 1 2 3 4 5
-1 -1 -1 -1 0 -1
-1 -1 -1 0 -1 100
-1 -1 -1 0 -1 -1
-1 0 0-1 0 -1
0 -1-1 0 -1100
-1 0 -1 -1 0 100

R=—

oW = O

100 Goal
0 Valid Transition

-1 Impossible
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Q-Learning Algorithm

For each s, a initialize table entry Q(s,a) — 0
Observe current state s
Do forever:

= Select an action a and execute it
= Receive immediate reward r

Observe the new state s’

Update the table entry for Q(s, a) as follows:

Q(s,a) — r+ymaxQ(s’, a’)
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Initial Q Matrix
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= Suppose we start in Room 1
= And we’'ll go to Room 5 afterward
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In Room 5

Action
State 0O 1 2 3 4 5
-1 -1 -1 -1 0 -1
-1 -1 -1 0 -1 100
-1 -1-1 0-1 -1
-1 0 0-1 0 -1
0 -1 -1 0 -1100
-1 0 -1 -1 0 100

o s = O

What is the updated Q matrix? (y =.8)

Q(s,a) —r +ymaxQ(s’, a’)

Machine Learning: Jordan Boyd-Graber | UMD Machine Learning | 10/18



Updated Q for Room 1 — 5

Q(1,5)=R(1,5)+ymax[Q(5,0),...Q(5,5)] (1)
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Updated Q for Room 1 — 5

Q(1,5)=R(1,5)+ymax[Q(5,0),...Q(5,5)] (1)
Q(1,5)=100+7-0 )
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Update Q for Room 5 —1

Action

5
0

01 2 3 4
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-1
-1
-1

0 100

0

0
0 -1 100

0 -1 100

01 2 3 4
-1 -1 -1 -1
-1 -1 -1
-1-1-1 0-1
-1 0 0 -1
0-1-1

-1 0 -1 -1

State
0
1
2
3
4
5

R=

0
0
0
0

0 0 0 0 0 100
0 00O0O0O
0 00O0OTO
0 00O0O0
0 00O0TO

0
1
2
"3
4
5
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Update Q for Room 5 —1

012 3 4 5 Action
0f000O00O0 O State 0 1 2 3 4 5
NEERET

=219 00000 R= 2 |-1 -1 -1 0 -1 -1
3100000 0 3010 01 0 1
410 0000 O 4 10-1-1 0 -1100
500 0000 0 5 1.1 0 -1-1 0100

Q(5,1)=R(5,1)+ymax[Q(1,0),...Q(1,5)] (3)
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Update Q for Room 5 —1

01 2 3 4 5 Action

0o/f0 00O OO O Staie 0 1 2 3 4 5
10 000 0 100 ?:}:}:}_(1)_(1)16(1)
=22 090000 R= 2 |-1 -1 -1 0 -1 -l
3100000 0 310 01 0 1
410 0000 O 4 [0 -1-1 0-1100
50 0000 o0 5 -1 0-1-1 0100
Q(5,1)= R(5,1)+ymax[Q(1,0),...0(1,5)] 3)

Q(5,1)=0+7-100 (4)
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Update Q for Room 1 — 3

Action

5
0

1 2 3 4
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-1
-1
-1

0 100

0

0
0 -1 100

0 -1 100

01 2 3 4
-1 -1 -1 -1
-1 -1 -1
-1-1-1 0-1
-1 0 0 -1
0-1-1

-1 0 -1 -1

State
0
1
2
3
4
5

R=

0
0
0
0

0 0 00O
0 0 0 0 O 100
0 0 00O
0 80 0 0 O

[
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Update Q for Room 1 — 3

0 1 2 3 4 5 Action
0/0 0 000 O State 0 1 2 3 4 5
ooooom RS

Q=2 00 000 0 R= 2 |-1-1-1 0-1 -1
sfo 0 000 0 3010 01 0 -1
410 0 00 0 O 4 0o -1-1 0-1100
510 80 0 0 0 0 5 1-1 0 -1-1 0100

Q(1,3)=R(1,3)+ymax[Q(3,0),...Q(3,5)] (5)
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Update Q for Room 1 — 3

0 1 2 3 4 5 Action

ofo 0 0 O O O State 0 1 2 3 4 5
10 o o 0 0o 100 ? :} :} j —(1) —(1)1&1)
szooooo 0 R= 2 |-1 =1 -1 0 -1 -1
30 0 o000 O A O
410 0 00 0 O 4 10 -1-1 0-1100
5\0 80 0 0 O 0 5 -1 0 -1 -1 0100
Q(1,3)=R(1,3)+ymax[Q(3,0),...Q(3,5)] (5)

Q(1,3)=0+7-0 6)
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Update Q for Room 3 — 4

Action

5
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0

0
0 -1 100

0 -1 100

01 2 3 4
-1 -1 -1 -1
-1 -1 -1
-1-1-1 0-1
-1 0 0 -1
0-1-1

-1 0 -1 -1

State
0
1
2
3
4
5

R=

0
0
0
0

0 0 00O
0 0 0 0 O 100
0 0 00O
0 80 0 0 O
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Update Q for Room 3 — 4

0 1 2 3 4 5 Action
0/0 0 000 O State 0 1 2 3 4 5
ooooom RS

Q=2 00 000 0 R= 2 |-1-1-1 0-1 -1
sfo 0 000 0 3010 01 0 -1
410 0 00 0 O 4 0o -1-1 0-1100
510 80 0 0 0 0 5 1-1 0 -1-1 0100

Q(3,4)=R(3,4)+ymax[Q(4,0),...Q(4,5)] 7)
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Update Q for Room 3 — 4

01 2 3 4 5 Action

ofo 0 0 O O O State 0 1 2 3 4 5
N ) R
g==2 9 9 000 R= 2 |-1 -1 -1 0 -1 -l
3100000 0 310 01 0 1
410 0 000 0 4 {0 -1-1 0 -1100
5.0 80 0 00 0 5 -1 0-1-1 0100
Q(3,4) = R(3,4)+1max[Q(4,0),...Q(4,5)] 7)

Q(3,4)=0+7-0 8)

Machine Learning: Jordan Boyd-Graber | UMD Machine Learning | 14/18



Update Q for Room 4 —5

Action

5
0
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0

0
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0 -1 100

01 2 3 4
-1 -1 -1 -1
-1 -1 -1
-1-1-1 0-1
-1 0 0 -1
0-1-1

-1 0 -1 -1

State
0
1
2
3
4
5

R=

0
0
0
0

0 0 00O
0 0 0 0 O 100
0 0 00O
0 80 0 0 O

[
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Update Q for Room 4 —5

0 1 2 3 4 5 Action
0/0 0 000 O State 0 1 2 3 4 5
ooooom RS

Q=2 00 000 0 R= 2 |-1-1-1 0-1 -1
sfo 0 000 0 3010 01 0 -1
410 0 00 0 O 4 0o -1-1 0-1100
510 80 0 0 0 0 5 1-1 0 -1-1 0100

Q(4,5)=R(4,5)+ymax[Q(5,0),...Q(5,5)] 9)
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Update Q for Room 4 —5

0 1 2 3 4 5 Action

ofo 0 0 O O O State 0 1 2 3 4 5
10 o o 0 0o 100 ? :} :} j —(1) —(1)1&1)
szooooo 0 R= 2 |-1 =1 -1 0 -1 -1
30 0 o000 O A O
410 0 00 0 O 4 10 -1-1 0-1100
5\0 80 0 0 O 0 5 -1 0 -1 -1 0100
Q(4,5)= R(4,5)+ymax[Q(5,0),...Q(5,5)] (9)

Q(4,5)=100+7-80 (10)

Machine Learning: Jordan Boyd-Graber | UMD Machine Learning | 15/18



Update Q for Room 5 — 4

Action

1 2 3 4 5

0
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Update Q for Room 5 — 4

0 1 2 3 4 5 Action
0/0 0 000 O State 0 1 2 3 4 5
ooooom RS

Q=2 00 000 0 R= 2 |-1-1-1 0-1 -1
sfo 0 000 0 3010 01 0 -1
410 0 0 0 0 164 4 0o -1-1 0-1100
510 80 0 0 0 0 5 1-1 0 -1-1 0100

Q(5,4)=R(5,4)+ymax[Q(4,0),...Q(4,5)] (11)
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Update Q for Room 5 — 4

0 1 2 3 4 5 Action
1{0 0 0 0 0 100 ? :} :} :} —(1) —(1)1&1)
Q:z 00 000 0 R= 2 |-1-1-1 0-1 -1
310 0 0 0 O o 3 -1 0 0-1 0 -1
410 0 0 0 O 164 4 0-1-1 0 -1100
510 80 0 0 0 O 5 (-1 0-1-1 0100
Q(5,4)=R(5,4)+ymax[Q(4,0),...Q(4,5)] (11)

Q(5,4)=0+7-164=131 (12)
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If you keep going ...

0 1 2 3 4 5

o] o o 0o 0400 0

1| 0 0 0320 0 500
O=210 0 032 0 0
3] 0 400 256 0 400 0
41320 0 0 320 0 500

51 0400 0 0 400 500




If you keep going ...

100 :@ Goal State
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Is this really hard?

= Creating the state space
= Estimating rewards

= Choosing action with incomplete learning
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