LBSC 708A Exam

December 18, 2001

You have 2 hours to complete this exam, which will begin after we have read through it together. You may use any materials that you have brought to class and any program on the teaching theater computer. You may not to communicate with any other person during this exam (except the professor or teaching assistant, of course!), either in person or using an electronic means. You should enter your answers into the exam booklet that we provide for you. Don't tear any pages out of the book (the ones on the other side would fall out...) and be sure to include your name! This exam will be posted on the Web once all registered students have completed it. It would be a violation of academic integrity to discuss any aspect of this exam with, or in the presence of, any person who did not take it at the same time you did, until the exam is posted.
Please answer only as many questions as we ask for.  If you answer more, we will grade them in the order you write the answers until we have the number requested and then stop.  Each question is worth 20 points, for a total of 100 points.

After completing the examination, please handwrite and sign the following honor pledge on the cover of your exam booklet: “I pledge on my honor that I have not given or received any unauthorized assistance on this examination.”

------------------------------

Answer any two of the following three questions:

1. Compare and contrast spoken document retrieval with retrieval of document images, using as a framework the IR process model described in class.  

2. Explain how an analogue of Inverse Document Frequency (IDF) could be used to improve a photographic image retrieval system that is based solely on color histograms.

3. One group in a text retrieval conference tried performing cross-language retrieval by treating French as misspelled English.  They used an off-the-shelf program (ispell) that was originally designed to automatically correct spelling errors in English text.  The basic idea was to run ispell to “correct” each French document to produce a corresponding “English” document that could then be indexed.  Explain how well you would expect this technique to work for a collection of documents of each type described below.  In each case, explain why you expect that result by describing the effect you would expect from the spelling correction program for each type of term that you would expect to be important in queries to such a collection.  If you want to try out ispell, you can start it on WAM by typing “ispell  –a”.  For misspelled words, the first word after the colon is the one that would be used.

a) Scientific papers about geology

b) Newswire articles

c) Poetry

----------------------

Answer any three of the following four questions:

4. Use probing queries to determine whether the following search systems employ stemming and/or stopword lists.  In each case, describe the probing queries that you used to discover the answer and explain what it was about the results that led you to your conclusion.

a. Google (http://google.com)

b. SpeechBot (http://speechbot.com)

c. AltaVista (http://altavista.com)

d. Northern Light (http://northernlight.com)

5. There are three possible goals for “tweaking” when evaluating information retrieval systems:

a. Tuning the system to automatically produce better results using a fixed test collection (queries, documents, relevance judgments) and evaluation methodology (measure of effectiveness and the details of the procedure for computing that measure),

b. Simulating the process of a user providing additional information about their information need that could result in a better query, or

c. Changing something about the way the evaluation was performed (the test collection and/or the evaluation methodology) to produce more accurate insights into the retrieval effectiveness obtained by the system.

Provide two specific examples for each type of “tweak.” For each example, identify which of these three categories the tweak belongs to, explain whether you would expect the tweak to make things better or worse, and explain why you expect that would be the case.  For full credit on this question, the tweaks you propose should both be practical to apply and (when possible) should make things better!  Be broad in your thinking – you can choose from the tweaks that were described in class presentations, of you can propose changes to anything about the retrieval system design, test collection and/or evaluation methodology.  If you find it convenient to envision a specific system and test collection as a starting point, you can specify any one of each that you are familiar with.

6. Suppose you're helping to buy some computers and the IR software to run on them for patent searching in a fast-growing technical field for which the number of unique terms that must be indexed is doubling each year as new terms are used introduced by inventors.  Since you work for the government, you're told to assume that neither the hardware nor the software will be replaced or even updated for the next five years.  One of your technical consultants argues that you should spend money on the fastest computers possible, saying: "Think about this: five years from now, just searching the vocabulary list will take more than 30 times as long!"  A second technical consultant argues that buying more disk space would be a better investment because it probably won’t take much longer to search a vocabulary list than it does today no matter how big it grows but if you have more documents they are sure to take up more space.  Your boss asks you which techie to listen to.  Fortunately, you have taken LBSC 708A!  Do you agree with either of these consultants?  If so, which one?  Or do you agree with both of them and advise your boss that it is important to balance the two requirements?  Please explain why you agree or disagree with each consultant.

7. It's often been noted that automatic query expansion using a thesaurus doesn't help much in standard IR evaluations.  An NLP guy you met in class one night makes the following suggestion for using a thesaurus: rather than using the thesaurus for query expansion, instead assign higher term weights to any terms in the document that are synonyms of terms in the title section of the query. For example, suppose the document looks like this:

      <title>Gulf War veterans complain of sickness</title>

      <description>... an unexplained illness suffered by soldiers


who fought in the Gulf War...

      </description>

and suppose the thesaurus contains {sickness, illness, disease} as well as {soldiers, veterans, combatants, men}.  The suggestion would be to give the terms "illness", "soldiers", "Gulf", and "War" higher weights because they're synonyms of words in the title.  Is this a good idea?  Argue why or why not.

